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Chapter 1 
About this Guide 

At some point, you may wish to increase the size of your cluster and/or the capacity of your cluster. 
Additionally, you may need to replace hardware. 

This guide provides instructions on how to perform HDD, SSD, and node addition when expanding your Maxta 
cluster. This guide also provides instructions on how to handle hardware that requires replacement. 

This guide is organized as follows: 

• Adding new HDDs and SSDs 

• Adding new nodes 

• Information about hardware replacement 

• Replacing HDDs and SSDs 

• Replacing mirrored SSDs 

• Replacing nodes 
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Chapter 2  
Disk Addition 

New HDDs and SSDs can be added to increase the capacity of the Maxta storage pool and/or maintain the HDD 
to SSD capacity ratio for Metadev-enabled clusters. 

 

Disks can be added to a cluster as either storage or resources. 

• For hybrid clusters containing HDDs and SSDs, HDDs can be added as storage, and SSDs added for resources. 

• For all-flash clusters, SSDs can be added as resources and storage. 

During a disk addition, data is reconstructed across the cluster. The data reconstruction process involves a file 
re-layout to meet the new parameters from the addition of the new disk. Data reconstruction requires the 
availability of additional capacity, at least equal to the capacity used by the original data layout configuration 
(VMDK or vDisk) plus, at least, the capacity for the new configuration, to maintain undisrupted service while 
data is migrated from the original configuration to the new configuration. 

Disk addition is performed using MxInsight and the Maxta CLI. The workflows for adding HDDs and SSDs as 
either storage or resources are nearly identical. MxInsight creates an RDM for the new disk and attaches it 
to the Maxta VM. After this, use the mxServices command at the command line to register the disk and 
complete the disk addition. 

 

 
 

Adding New Disks as Storage 

HDD and SSD addition as storage are performed using the same workflow. 
 

 Attention: The instructions below describe the end-to-end procedure for adding a single new disk 
to the Maxta cluster. You can also physically add multiple new disks at one time to your server(s) 
and then register each new disk to the Maxta cluster one by one as described below. 

For multiple disk additions, you can optionally structure the disk addition workflow to minimize 
context switches between MxInsight and the Maxta command line interface (CLI). First, perform 
steps 1 through 4 in MxInsight for each new disk. Once completed, then perform steps 5 through 9 
using the Maxta CLI for each disk. 

 Note: The mxServices command is provided with "short" and "long" optional parameters. The 
examples in the procedure below present the usage of the "short" parameters. See mxServices for 
complete details about the command and its available optional parameters. 

 Note: If you wish to add a disk using only the Maxta CLI, see Adding New Disk Drives Using the CLI 
on page 50. 

This procedure assumes that the new disk has been physically installed. 

Note: Data reconstruction is capacity intensive. Object Manager limits how concurrent reconstructs 
can take place and avoids pushing storage pools above 75% utilization. If data reconstruction cannot 
be achieved due to a lack of capacity, then Object Manager will delay the migration until more storage 
becomes available. 

Important: MxInsight does not allow adding an SSD or HDD to Compute-only nodes. 
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Important: If the new disk is not "brand new," ensure that any existing partitions are removed 
prior to disk addition. Log into the ESXi host and issue the partedUtil mklabel /vmfs/ 
devices/disks/<naa.xxxxx> gpt command to remove any partitions. 

MxSP automatically detects new disks that have been physically added to the cluster's servers. To register 
the disks in the cluster and add their capacity to the storage pool: 

1. In MxInsight, click Configuration > Nodes. 
The Nodes screen appears. 

2. From the Nodes screen, select the node to which you wish to add a disk. 

3. Click  (Add Disk). 
The Add Disk to Node <node IP> dialog box appears displaying available disks. 

4. Select the new disk from the list and click Add Disk. 

• An RDM is created and attached to the Maxta controller VM on the ESXi host to which the new 
disk is added. 

• For HDD addition to hybrid clusters, MxSP checks if the current SSD space is sufficient for the new 
disk addition. For Metadev-enabled clusters, 5% of the total HDD capacity must be available in 
SSD. A minimum of 150GB of SSD must be available for read cache. If there is sufficient space, 
the disk addition continues. If there is insufficient space, the disk addition fails. You can add 
a new SSD (using this procedure) to maintain the Metadev and read cache capacity 
requirements, and then re-attempt the HDD addition. 

 

5. SSH to the Maxta management VM and log in using the username console and password 
console. 

6. Identify the newly added disk by issuing the mxServices -n -L command. Optionally, provide the -n 
argument to specify the node from which you wish to list disks. 

The new disk displays as unregistered. Make a note of the node ID on which the new disk appears as 
well as the new disk's ID. In the following example, the unregistered disk's ID is 00, and it resides on 
node 01 (bolded in the output below). 

 

console:~$ mxServices -L 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

NODE: 01 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29765eaf96add98621e0815b04a 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS0YJME 

- 698 GB 

- State: ONLINE 

Note: It can take several minutes for the newly added disk to display in the mxServices 
output. 
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- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BW240A4_CVDA514100052403GN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 04 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL330105UH480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

- UNREGISTERED DISK: 00 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS03N78 

- 698 GB 

NODE: 04 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c2971efee85090d85a27017be756 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2CW240A3_CVCV4441013P240CGN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL3302023C480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

NODE: 07 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29deda10acba12f91ecba56ddcf 

- 414 GB 

- State: ONLINE 

... 

 

7. Register the disk to the cluster by issuing the mxServices -n <node_ID> -D 
<new_disk_ID> -o addStorage command, where <node_ID> is the ID of the node on 
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which the new disk is being registered and <new_disk_ID> is the ID of the new disk. When 
prompted for confirmation to wipe any data on the disk, enter y. 
Per the output noted from step 6, in the following example, 01 is used for the <node_ID> and 00 
is used for the <disk_ID>. 

 

console:~$ mxServices -n 01 -D 00 -o add 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

WARNING: Any data left on the disk may be wiped. Confirm? (Y/N): y 

Starting disk addition process... 

Operation ID: op_001 

Please use op-status and node id to monitor the status of the disk addition. 

... 

Make a note of the operation ID in the command's output (bolded above), as you will need this to 
monitor the progress of the disk registration. 

 

8. Issue the op_status -n <node_ID> -i <operation_ID> command to monitor the 
status of the disk registration operation. 
When the progress status reaches 100%, the registration process has completed. In the following 
example, the operation ID is specified as op_001. 

 

$ op_status -n 01 -i op_001 

... 

Status: 30% 

0% |=============>------------------------------------| 100% 

... 

9. Once the disk addition operation completes, verify that the disk has been registered and its capacity 
added to the cluster. You can do this using the CLI or MxInsight. 

a) In the CLI, issue the mxServices -n <node_ID> -L command, where <node_ID> is the 
ID of the node on which the new disk was registered. 
In the following example, 01 is used for the <node_ID>. The new disk is registered as DISK: 
05, its capacity is displayed, and its status is displayed as ONLINE (bolded in the output below). 

 

console:~$ mxServices -n 00 -L 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

NODE: 01 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29765eaf96add98621e0815b04a 

- 414 GB 

- State: ONLINE 
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- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS0YJME 

- 698 GB 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BW240A4_CVDA514100052403GN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 04 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL330105UH480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

- DISK: 05 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS03N78 

- 698 GB 

- State: ONLINE 

b) In MxInsight, navigate to the Nodes screen and verify the operation has completed. The bottom 
half of the Nodes screen displays the progress of the disk addition. 

c) On the Nodes screen, verify that the number of disks displayed under the Number of HDDs 
or Number of SSDs column has increased for the host to which the new disk was added. 

10. Log in to the vSphere host and verify that the new disk appears under the Storage tab. 
 

Repeat this procedure for each new disk you wish to add to the cluster. 
 

 

Adding New Disks as Resources 

SSD addition as a resource is performed using the nearly the same workflow as SSD addition as storage. 
 

Attention: The instructions below describe the end-to-end procedure for adding a single new disk 
to the Maxta cluster. You can also physically add multiple new disks at one time to your server(s) 
and then register each new disk to the Maxta cluster one by one as described below. 

For multiple disk additions, you can optionally structure the disk addition workflow to minimize 
context switches between MxInsight and the Maxta command line interface (CLI). First, perform 
steps 1 through 4 in MxInsight for each new disk. Once completed, then perform steps 5 through 9 
using the Maxta CLI for each disk. 

 

Note: The mxServices command is provided with "short" and "long" optional parameters. The 
examples in the procedure below present the usage of the "short" parameters. See mxServices for 
complete details about the command and its available optional parameters. 
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Note: If you wish to add a disk using only the Maxta CLI, see Adding New Disk Drives Using the CLI 
on page 50. 

This procedure assumes that the new disk has been physically installed. 
 

Important: If the new disk is not "brand new," ensure that any existing partitions are removed 
prior to disk addition. Log into the ESXi host and issue the partedUtil mklabel /vmfs/ 
devices/disks/<naa.xxxxx> gpt command to remove any partitions. 

MxSP automatically detects new disks that have been physically added to the cluster's servers. To register 
the disks in the cluster and add their capacity to the storage pool: 

1. In MxInsight, click Configuration > Nodes. 
The Nodes screen appears. 

2. From the Nodes screen, select the node to which you wish to add a disk. 

3. Click  (Add Disk). 

The Add Disk to Node <node IP> dialog box appears displaying available disks. 

4. Select the new disk from the list and click Add Disk. 

5. SSH to the Maxta management VM and log in using the username console and password 
console. 

6. Identify the newly added disk by issuing the mxServices -n -L command. Optionally, provide the -n 
argument to specify the node from which you wish to list disks. 

The new disk displays as unregistered. Make a note of the node ID on which the new disk appears as 
well as the new disk's ID. In the following example, the unregistered disk's ID is 00, and it resides on 
node 01 (bolded in the output below). 

 

console:~$ mxServices -L 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

NODE: 01 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29765eaf96add98621e0815b04a 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS0YJME 

- 698 GB 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BW240A4_CVDA514100052403GN 

- 223 GB 

Note: It can take several minutes for the newly added disk to display in the mxServices 
output. 
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- SSD 

- State: ONLINE 

- DISK: 04 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL330105UH480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

- UNREGISTERED DISK: 00 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS03N78 

- 698 GB 

NODE: 04 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c2971efee85090d85a27017be756 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2CW240A3_CVCV4441013P240CGN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL3302023C480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

NODE: 07 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29deda10acba12f91ecba56ddcf 

- 414 GB 

- State: ONLINE 

... 

 

7. Register the disk to the cluster by issuing the mxServices -n <node_ID> -D 
<new_disk_ID> -o addResource command, where <node_ID> is the ID of the node 
on which the new disk is being registered and <new_disk_ID> is the ID of the new disk. When 
prompted for confirmation to wipe any data on the disk, enter y. 
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Per the output noted from step 6, in the following example, 01 is used for the <node_ID> and 00 is 
used for the <disk_ID>. 

 

console:~$ mxServices -n 01 -D 00 -o add 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

WARNING: Any data left on the disk may be wiped. Confirm? (Y/N): y 

Starting disk addition process... 

Operation ID: op_001 

Please use op-status and node id to monitor the status of the disk addition. 

... 

Make a note of the operation ID in the command's output (bolded above), as you will need this to 
monitor the progress of the disk registration. 

 

8. Issue the op_status -n <node_ID> -i <operation_ID> command to monitor the status 
of the disk registration operation. 
When the progress status reaches 100%, the registration process has completed. In the following 
example, the operation ID is specified as op_001. 

 

$ op_status -n 01 -i op_001 

... 

Status: 30% 

0% |=============>------------------------------------| 100% 

... 

9. Once the disk addition operation completes, verify that the disk has been registered and its capacity 
added to the cluster. You can do this using the CLI or MxInsight. 

a) In the CLI, issue the mxServices -n <node_ID> -L command, where <node_ID> is the ID 
of the node on which the new disk was registered. 
In the following example, 01 is used for the <node_ID>. The new disk is registered as DISK: 
05, its capacity is displayed, and its status is displayed as ONLINE (bolded in the output below). 

 

console:~$ mxServices -n 00 -L 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

NODE: 01 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29765eaf96add98621e0815b04a 

- 414 GB 

- State: ONLINE 

- DISK: 02 
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- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS0YJME 

- 698 GB 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BW240A4_CVDA514100052403GN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 04 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL330105UH480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

- DISK: 05 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS03N78 

- 698 GB 

- State: ONLINE 

b) In MxInsight, navigate to the Nodes screen and verify the operation has completed. The bottom 
half of the Nodes screen displays the progress of the disk addition. 

c) On the Nodes screen, verify that the number of disks displayed under the Number of SSDs 
column has increased for the host to which the new disk was added. 

 

Repeat this procedure for each new disk you wish to add to the cluster. 
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Chapter 3  
Node Addition 

New nodes can be added to expand the cluster, or added as a replacement, to improve cluster performance. 
 

During a node addition, data is reconstructed across the cluster. The data reconstruction process involves a file 
re-layout to meet the new parameters from the addition of the new node. Data reconstruction requires the 
availability of additional capacity, at least equal to the capacity used by the original data layout configuration 
(VMDK or vDisk) plus, at least the capacity for the new configuration to maintain undisrupted service while 
data is migrated from the original configuration to the new configuration. 

 
 

Adding Nodes 
 
 

 Attention: The instructions below describe the end-to-end procedure for adding a single new 
node to the Maxta cluster. If you are adding more than one new node, you can physically add the 
new hardware at one time and then register each new node to the Maxta cluster one by one as 
described below. 

 Note: The new node must meet Maxta's networking and server requirements, as described in the 
Maxta Storage Platform Installation Guide. 

 Important: After installing the new node, add the new host to the Maxta cluster using vCenter. 
Refer to VMware documentation for information on how to add hosts using vCenter (http:// 
www.vmware.com/support/pubs). Once you have completed this, proceed with the procedure 
below. 

To add a new node: 

1. In MxInsight, click Configuration > Nodes. 
The Nodes screen appears. 

2. Click  (Add Node). 

The Add Node wizard appears. 

3. Enter the IP address of the new node and your ESX username and password. 

4. If Rack Awareness was configured during installation, select a rack ID from the Rack ID list box. 

5. Click Verify Node. 
MxSP checks if there is an instance of the Maxta VM on the node. A pre-existing Maxta VM can occur 
if the new node was previously part of a Maxta cluster and is being re-installed. 

• If no Maxta VM is found, the node addition is cleared to proceed. 

Note: Data reconstruction is capacity intensive. Object Manager limits how concurrent reconstructs 
can take place and avoids pushing storage pools above 75% utilization. If data reconstruction cannot 
be achieved due to a lack of capacity, then Object Manager will delay the migration until more storage 
becomes available. 

http://www.vmware.com/support/pubs
http://www.vmware.com/support/pubs
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• If a Maxta VM is found, you are prompted to clean up the node. If the cleanup is successful, 
the node addition proceeds. If the cleanup fails, you are prompted to either reinstall ESX or 
contact Maxta Support. 

 

6. Select the Management Network and Storage Network for the new host, and then click Next. 
 

7. Select the disks you wish to include for the new host from the list of available disks. If you have an all-
flash cluster, for each disk you wish to include, select if the disk is to be added as a Resource (MxIL) or 
Storage (capacity) disk. 

 

8. Click Add Node. 
The bottom half of the Nodes screen (Recent Tasks) displays the progress of the node addition. 

 

9. Once the node addition operation completes, verify that the node has been added to the cluster by 
confirming the newly added node appears on the Nodes screen. 
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Chapter 4 
Information about Hardware Replacement 

Periodically, the servers (nodes) and disks in your cluster may need to be replaced. Replacement can be driven 
by the need to increase the cluster's capacity and/or performance (i.e., upgrade), or by hardware failure. 

Before attempting any replacement procedure, it is important to understand Maxta's replacement 
requirements and restrictions, as well as understanding and becoming familiar with hardware component 
failure alerts and states. 

 
 

Hardware Replacement Considerations 
 

Before attempting any node or disk replacement, consider the following: 

• Three contiguous IP addresses are required per host. Because of how MxSP assigns IP addresses, when 
replacing a node, you must have additional contiguous blocks of IP addresses reserved for the new 
node. Unless the failed node used the highest block of IP addresses, IP addresses are not reused for 
the replacement node. 

• If you are replacing the node with the highest short ID in the cluster, the best practice is to first add a 
new node and then remove the original node. 

• For hybrid clusters, over time, as you increase the capacity of your Metadev-enabled cluster, you may 
also need to increase SSD space to maintain the recommended HDD to SSD ratio to support Metadev, 
read cache, and Maxta intent log (MxIL). To maintain this ratio, existing SSDs can be replaced with 
higher capacity SSDs, or additional SSDs can be added. 

• For SSD addition with mirroring enabled, you must add a pair of SSDs. Otherwise, the capacity gained 
from the addition of a single SSD is used only for metadata. For all-flash clusters, a mirrored SSD 
applies to the resource pool only. 

• All resync operations must be completed, and there must be no stale data. Maxta 
recommends monitoring for a minimum of 15 minutes to ensure all data is up to date. 

• Addition of disks and nodes results in the reconstruction of data across the cluster. Data 
reconstruction is capacity intensive. Object Manager limits how concurrent reconstructs can take place 
and avoids pushing storage pools above 75% utilization. If data reconstruction cannot be achieved 
due to a lack of capacity, then Object Manager will delay the migration until more storage becomes 
available. 

 
 

Understanding Failure States 

MxInsight alerts and state notifications can inform you when hardware has failed and requires 
replacement. 

When hardware fails, MxInsight prepares the failed component for removal and replacement. The 
following table provides a state/alert map for SSDs, HDDs, and hosts: 
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Table 1: State and Alert Map 
 

Object Action State Alert 

(displayed on Disk Information (displayed in the Alerts 
and Nodes screens) screen) 

Resource SSD SSD fail FAILED CLEANING_UP 

SSD ready to be 
replaced 

CAN BE REMOVED CLEANING_UP 

 
 

Storage SSD Storage SSD fail FAILED FAILED 

FAILED Storage SSD 
is being prepared for 
removal 

CAN BE REMOVED CLEANING_UP 

Storage SSD ready to 
be replaced 

The disk will be removed 
and will no longer appear 
on the Disk Information 
screen in MxInsight 

CLEANED_UP 

 
 

HDD HDD fail FAILED FAILED 

Failed HDD is being 
prepared for removal 

CAN BE REMOVED CLEANING_UP 

 
 
 
 
 

Node 

HDD ready to be 
replaced 

 

 
Node fail 

Failed node is being 
prepared for removal 

Node is ready to be 
replaced 

The disk will be removed and 
will no longer appear on the 
Disk Information screen in 
MxInsight 

The node no longer appears on 
the Hosts screen 

CLEANED_UP 
 
 

 
FAILED 

CLEANING_UP 

 

CLEANUP_DONE 

 
 

 
 

Disk Replacement Scenarios 
 

The following table describes disk replacement scenarios. Additional information is provided regarding 
what occurs during each scenario. 

 

Note: For all failure scenarios, prior to proceeding with any replacement actions, generate a 
support log and send it to Maxta Support (see Support and Other Resources on page 54) in 
order to diagnose the cause of the failure. 
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Table 2: Disk Replacement Scenarios 
 

Object Scenario What Happens 

HDD 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
SSD (mirrored) 

Replace a failed HDD with a 
new HDD. 

See Replacing an HDD due to 
Failure on page 23. 

 
 

Replace an existing HDD with 
a higher capacity HDD. 

See Replacing an HDD with a 
Higher Capacity HDD on page 
27. 

 

Remove an existing HDD. 

This procedure is applicable 
for when a new disk is not 
immediately available for 
replacement. 

See Removing an HDD and 
Replacing it later on page 
31. 

 

Replace a failed SSD with a 
new SSD. 

See Replacing a Mirrored SSD 
on page 35. 

 
 

Replace an existing SSD with 
a higher capacity SSD. 

See Replacing a Mirrored 
SSD with a Higher Capacity 
Mirrored SSD on page 39. 

• MxSP relocates data from the failed disk 
onto a good disk in the cluster. 

• Once the new disk is registered, MxSP 
automatically rebalances the data in the 
cluster to ensure the widest possible 
stripe across the nodes. 

 
• MxSP relocates data from the failed disk 

onto a good disk in the cluster. 

• Once the new disk is registered, MxSP 
automatically rebalances the data in the 
cluster to ensure the widest possible 
stripe across the nodes. 

 
• When the disk is removed, MFS 

restarts, and the affected node will 
briefly display as MISSING and then 
return online. In MxInsight, the node 
alerts will 
correspond to this behavior by displaying 
MISSING and ONLINE. 

• During the CLEANING_UP phase, the 
RDM is removed from the Maxta VM. 

 

• MxSP relocates data from the failed disk 
onto a good disk in the cluster. 

• Once the new disk is registered, MxSP 
automatically rebalances the data in the 
cluster to ensure the widest possible 
stripe across the nodes. 

 
• Data contained on the removed SSD 

exists on the other, mirrored, SSD in the 
node. 

• Once the new disk is registered, MxSP 
automatically rebuilds MxIL and Metadev 
on that disk. 

 
 

SSD (non-mirrored) Replace the failed non- 
mirrored SSD with a new 
SSD. Treat the non-mirrored 
SSD failure the same as a 
node failure. 

See Replacing a Non- 
Mirrored SSD on page 44. 

• One copy of data is available until the 
node is marked as failed after 12 hours. 

• After 12 hours, MxSP removes the node 
on which the failed disk resides from the 
Maxta cluster. 

• The removed node's data is 
reconstructed across the cluster. 
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Object Scenario What Happens 

• Once the replacement has been 
physically installed, the node must be 
added back to the cluster. 

• Once the node has been added back 
to the cluster, MxSP automatically 
rebalances the data in the cluster. 

 

 
 

Node Replacement Scenarios 
 

The following table describes node replacement scenarios. Additional information is provided regarding 
what occurs during each scenario. 

 

 Note: For all failure scenarios, prior to proceeding with any replacement actions, generate 
a support log and send it to Maxta Support (see Support and Other Resources on page 54) 
to diagnose the cause of the failure. 

 
Table 3: Node Replacement Scenarios 

 

Object Scenario What Happens 

Node Upgrade an existing node to a 
higher performance node. 

See Upgrading to a Higher 
Performance Node on page 
47 

. 

• If a replacement occurs within 12 hours 
of the node being shut down, MxSP 
relocates the data from the node that 
was shut down to another node in the 
cluster. Data is relocated to ensure that 
I/O is not disrupted, and high 
availability is maintained. 

• After 12 hours of being shut down, the 
node is marked as FAILED. If the node 
replacement occurs after the node's 
status changes to FAILED (after 12 hours 
of the node being shut down), MxSP 
removes the node on which the failed 
disk resides from the Maxta cluster, and 
data is reconstructed across the cluster. 

• Once data reconstruction completes, 
the node state changes to CLEANING 
UP indicating that the node is being 
prepared for removal. This only occurs 
after the omEjectNode command has 
been issued. 

• When the new node has been 
successfully added, MxSP rebalances 
data across the cluster. 

 
 

Node temporarily brought 
down and came back up 
in less than 12 hours. 

If the node is in the MISSING state for under 
12 hours, data is marked as stale and then 
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Object Scenario What Happens 

No action is required. incrementally resynced after the node 
comes back online. 

Node is down longer than 12 
hours; hardware DOES NOT 
require replacement. 

See Adding a Failed Node 
Back to the Cluster on page 
48. 

 
 
 
 
 
 

Replace a node within 12 
hours of the node entering 
the MISSING state; hardware 
requires replacement. 

See Replacing a Node due 
to Hardware Failure on page 
46. 

 
 
 
 
 
 
 
 
 
 
 
 

Replace a node after 
it has entered FAILED 
state; hardware requires 
replacement. 

See Replacing a Node due 
to Hardware Failure on page 
46. 

 

• After 12 hours, node's state changes 
from MISSING to FAILED. 

• MxSP relocates the data from the failed 
node to a good node in the cluster. 
Data is relocated to ensure that I/O is 
not disrupted, and high availability is 
maintained. 

• Because the node does not need to be 
replaced, resume the node. 

• Once the node resumes, MxSP 
rebalances data across the cluster. 

 
• If the node is in the MISSING state 

for under 12 hours and requires 
replacement, the node state must be 
changed to FAILED to initiate the 
relocation of data from that node. 

• MxSP relocates the data from the failed 
node to a good node in the cluster. 
Data is relocated to ensure that I/O is 
not disrupted, and high availability is 
maintained. 

• Once data relocation completes, the 
node state changes to CLEANING 
UP indicating that the node is being 
prepared for removal. This only occurs 
after the omEjectNode command has 
been issued. 

• When the new node has been 
successfully added, MxSP rebalances 
data across the cluster. 

 
• After 12 hours, node's state changes 

from MISSING to FAILED. 

• MxSP relocates the data from the failed 
node to a good node in the cluster. 
Data is relocated to ensure that I/O is 
not disrupted, and high availability is 
maintained. 

• Once data relocation completes, the 
node state changes to CLEANING 
UP indicating that the node is being 
prepared for removal. This only occurs 
after the omEjectNode command has 
been issued. 
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Object Scenario What Happens 

• When the new node has been 
successfully added, MxSP rebalances 
data across the cluster. 
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Chapter 5 
HDD Replacement Procedures 

This chapter provides procedures for the following: 

• Replacing due to HDD failure 

• Replacing to increase HDD capacity 

• Removing an HDD and replacing later HDDs are 

used for the storage pool in hybrid clusters. 

 

Replacing an HDD due to Failure 
 
 

Caution: Do not power off the Maxta VM while a disk is in the FAILED state; the MaxtaVM will not 
power back on. 

See Disk Replacement Scenarios on page 18 for additional information about what occurs during disk 
replacement. 

To replace a failed HDD: 

1. Verify the failed disk is in the FAILED state in MxInsight. 

2. Physically remove the failed disk from the node. 
 

3. Monitor MxInsight. The disk state should display CAN_BE_REMOVED, and the corresponding disk 
alert should display CLEANING_UP. 

4. Once the disk alert changes to CLEANED_UP, install the new disk in the node. 
MxSP automatically detects new disks that have been physically added to the cluster's servers. 

 

5. In MxInsight, click Configuration > Nodes. 
The Nodes screen appears. 

6. From the Nodes screen, select the node to which you wish to add a disk. 

7. Click  (Add Disk). 
The Add Disk to Node <node IP> dialog box appears displaying available disks. 

8. Select the new disk from the list and click Add Disk. 

• An RDM is created and attached to the Maxta controller VM on the ESXi host to which the new 
disk is added. 

• For HDD addition, MxSP checks if the current SSD space is sufficient for the new disk addition. 
For Metadev-enabled clusters, 5% of the total HDD capacity must be available in SSD. A minimum 
of 150GB of SSD must be available for read cache. If there is sufficient space, the disk addition 
continues. If there is insufficient space, the disk addition fails. You can add a new SSD (using this 
procedure) to maintain the Metadev and read cache capacity requirements, and then re-attempt 
the HDD addition. 
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9. SSH to the Maxta management VM and log in using the username console and password 
console. 

10. Identify the newly added disk by issuing the mxServices -n -L command. Optionally, provide the -n 
argument to specify the node from which you wish to list disks. 

The new disk displays as unregistered. Make a note of the node ID on which the new disk appears as 
well as the new disk's ID. In the following example, the unregistered disk's ID is 00, and it resides on 
node 01 (bolded in the output below). 

 

console:~$ mxServices -L 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

NODE: 01 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29765eaf96add98621e0815b04a 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS0YJME 

- 698 GB 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BW240A4_CVDA514100052403GN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 04 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL330105UH480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

- UNREGISTERED DISK: 00 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS03N78 

- 698 GB 

NODE: 04 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c2971efee85090d85a27017be756 

- 414 GB 

Note: It can take several minutes for the newly added disk to display in the mxServices 
output. 
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- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2CW240A3_CVCV4441013P240CGN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL3302023C480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

NODE: 07 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29deda10acba12f91ecba56ddcf 

- 414 GB 

- State: ONLINE 

... 

 

11. Register the disk to the cluster by issuing the mxServices -n <node_ID> -D 
<new_disk_ID> -o addStorage command, where <node_ID> is the ID of the node on 
which the new disk is being registered and <new_disk_ID> is the ID of the new disk. When 
prompted for confirmation to wipe any data on the disk, enter y. 
Per the output noted from step 10, in the following example, 01 is used for the <node_ID> and 00 
is used for the <disk_ID>. 

 

console:~$ mxServices -n 01 -D 00 -o add 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

WARNING: Any data left on the disk may be wiped. Confirm? (Y/N): y 

Starting disk addition process... 

Operation ID: op_001 

Please use op-status and node id to monitor the status of the disk addition. 

... 

Make a note of the operation ID in the command's output (bolded above), as you will need this to 
monitor the progress of the disk registration. 

 

12. Issue the op_status -n <node_ID> -i <operation_ID> command to monitor the 
status of the disk registration operation. 
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When the progress status reaches 100%, the registration process has completed. In the following 
example, the operation ID is specified as op_001. 

 

$ op_status -n 01 -i op_001 

... 

Status: 30% 

0% |=============>------------------------------------| 100% 

... 

13. Once the disk addition operation completes, verify that the disk has been registered and its capacity 
added to the cluster. You can do this using the CLI or MxInsight. 

a) In the CLI, issue the mxServices -n <node_ID> -L command, where <node_ID> is the 
ID of the node on which the new disk was registered. 
In the following example, 01 is used for the <node_ID>. The new disk is registered as DISK: 
05, its capacity is displayed, and its status is displayed as ONLINE (bolded in the output below). 

 

console:~$ mxServices -n 00 -L 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

NODE: 01 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29765eaf96add98621e0815b04a 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS0YJME 

- 698 GB 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BW240A4_CVDA514100052403GN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 04 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL330105UH480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

- DISK: 05 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS03N78 



27  

- 698 GB 

- State: ONLINE 

b) In MxInsight, navigate to the Nodes screen and verify the operation has completed. The bottom 
half of the Nodes screen displays the progress of the disk addition. 

 

14. Log in to the vSphere host and verify that the new disk appears under the Storage tab. 
 
 

Replacing an HDD with a Higher Capacity HDD 
 

See Disk Replacement Scenarios on page 18 for additional information about what occurs during disk 
replacement. 

To replace an HDD with a higher capacity HDD: 

1. Remove the existing disk from the node to induce a FAILED state in MxInsight. 
 

2. Monitor the disk states and alerts in MxInsight. When resync commences, the disk state transitions 
from FAILED to CAN_BE_REMOVED and the corresponding disk alert displays CLEANING_UP. 

3. Once the disk alert changes to CLEANED_UP, install the new disk in the node. 
MxSP automatically detects new disks that have been physically added to the cluster's servers. 

 

4. In MxInsight, click Configuration > Nodes. 
The Nodes screen appears. 

5. From the Nodes screen, select the node to which you wish to add a disk. 

6. Click  (Add Disk). 

The Add Disk to Node <node IP> dialog box appears displaying available disks. 

7. Select the new disk from the list and click Add Disk. 

• An RDM is created and attached to the Maxta controller VM on the ESXi host to which the new 
disk is added. 

• For HDD addition, MxSP checks if the current SSD space is sufficient for the new disk addition. 
For Metadev-enabled clusters, 5% of the total HDD capacity must be available in SSD. A minimum 
of 150GB of SSD must be available for read cache. If there is sufficient space, the disk addition 
continues. If there is insufficient space, the disk addition fails. You can add a new SSD (using this 
procedure) to maintain the Metadev and read cache capacity requirements, and then re-attempt 
the HDD addition. 

 

8. SSH to the Maxta management VM and log in using the username console and password 
console. 

9. Identify the newly added disk by issuing the mxServices -n -L command. Optionally, provide the -n 
argument to specify the node from which you wish to list disks. 

Note: It can take several minutes for the newly added disk to display in the mxServices 
output. 
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The new disk displays as unregistered. Make a note of the node ID on which the new disk appears as 
well as the new disk's ID. In the following example, the unregistered disk's ID is 00, and it resides on 
node 01 (bolded in the output below). 

 

console:~$ mxServices -L 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

NODE: 01 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29765eaf96add98621e0815b04a 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS0YJME 

- 698 GB 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BW240A4_CVDA514100052403GN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 04 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL330105UH480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

- UNREGISTERED DISK: 00 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS03N78 

- 698 GB 

NODE: 04 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c2971efee85090d85a27017be756 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2CW240A3_CVCV4441013P240CGN 

- 223 GB 

- SSD 
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- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL3302023C480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

NODE: 07 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29deda10acba12f91ecba56ddcf 

- 414 GB 

- State: ONLINE 

... 

 

10. Register the disk to the cluster by issuing the mxServices -n <node_ID> -D 
<new_disk_ID> -o addStorage command, where <node_ID> is the ID of the node on 
which the new disk is being registered and <new_disk_ID> is the ID of the new disk. When 
prompted for confirmation to wipe any data on the disk, enter y. 
Per the output noted from step 9, in the following example, 01 is used for the <node_ID> and 00 
is used for the <disk_ID>. 

 

console:~$ mxServices -n 01 -D 00 -o add 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

WARNING: Any data left on the disk may be wiped. Confirm? (Y/N): y 

Starting disk addition process... 

Operation ID: op_001 

Please use op-status and node id to monitor the status of the disk addition. 

... 

Make a note of the operation ID in the command's output (bolded above), as you will need this to 
monitor the progress of the disk registration. 

 

11. Issue the op_status -n <node_ID> -i <operation_ID> command to monitor the 
status of the disk registration operation. 
When the progress status reaches 100%, the registration process has completed. In the following 
example, the operation ID is specified as op_001. 

 

$ op_status -n 01 -i op_001 

... 

Status: 30% 

0% |=============>------------------------------------| 100% 

... 
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12. Once the disk addition operation completes, verify that the disk has been registered and its capacity 
added to the cluster. You can do this using the CLI or MxInsight. 

a) In the CLI, issue the mxServices -n <node_ID> -L command, where <node_ID> is the 
ID of the node on which the new disk was registered. 
In the following example, 01 is used for the <node_ID>. The new disk is registered as DISK: 
05, its capacity is displayed, and its status is displayed as ONLINE (bolded in the output below). 

 

console:~$ mxServices -n 00 -L 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

NODE: 01 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29765eaf96add98621e0815b04a 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS0YJME 

- 698 GB 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BW240A4_CVDA514100052403GN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 04 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL330105UH480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

- DISK: 05 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS03N78 

- 698 GB 

- State: ONLINE 

b) In MxInsight, navigate to the Nodes screen and verify the operation has completed. The bottom 
half of the Nodes screen displays the progress of the disk addition. 

 

13. Log in to the vSphere host and verify that the new disk appears under the Storage tab. 
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Removing an HDD and Replacing it later 
 

See Disk Replacement Scenarios on page 18 for additional information about what occurs during disk 
replacement. 

This procedure is applicable for when a new disk is not immediately available for replacement. To remove 
and then later replace an HDD: 

1. Remove the existing disk from the node to induce a FAILED state in MxInsight. 
When the disk is removed, MFS restarts, and the affected node will briefly display as MISSING and 
then return online. In MxInsight, the node alerts will correspond to this behavior by displaying 
MISSING and ONLINE. 

 

2. Monitor the disk states and alerts in MxInsight. When resync commences, the disk state transitions 
from FAILED to CAN_BE_REMOVED and the corresponding disk alert displays CLEANING_UP. 
During the CLEANING_UP phase, the RDM is removed from the Maxta VM. 

 

3. Once the disk alert changes to CLEANED_UP, install the new disk in the node. 
MxSP automatically detects new disks that have been physically added to the cluster's servers. 

 

4. In MxInsight, click Configuration > Nodes. 
The Nodes screen appears. 

5. From the Nodes screen, select the node to which you wish to add a disk. 

6. Click  (Add Disk). 

The Add Disk to Node <node IP> dialog box appears displaying available disks. 

7. Select the new disk from the list and click Add Disk. 

• An RDM is created and attached to the Maxta controller VM on the ESXi host to which the new 
disk is added. 

• For HDD addition, MxSP checks if the current SSD space is sufficient for the new disk addition. 
For Metadev-enabled clusters, 5% of the total HDD capacity must be available in SSD. A minimum 
of 150GB of SSD must be available for read cache. If there is sufficient space, the disk addition 
continues. If there is insufficient space, the disk addition fails. You can add a new SSD (using this 
procedure) to maintain the Metadev and read cache capacity requirements, and then re-attempt 
the HDD addition. 

 

8. SSH to the Maxta management VM and log in using the username console and password 
console. 

9. Identify the newly added disk by issuing the mxServices -n -L command. Optionally, provide the -n 

argument to specify the node from which you wish to list disks. 

The new disk displays as unregistered. Make a note of the node ID on which the new disk appears as 
well as the new disk's ID. In the following example, the unregistered disk's ID is 00, and it resides on 
node 01 (bolded in the output below). 

 

console:~$ mxServices -L 

Warn Wed Jul 22 20:49:59.368 2015 main... 

Note: It can take several minutes for the newly added disk to display in the mxServices 
output. 
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... 

NODE: 01 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29765eaf96add98621e0815b04a 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS0YJME 

- 698 GB 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BW240A4_CVDA514100052403GN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 04 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL330105UH480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

- UNREGISTERED DISK: 00 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS03N78 

- 698 GB 

NODE: 04 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c2971efee85090d85a27017be756 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2CW240A3_CVCV4441013P240CGN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL3302023C480QGN 

- 447 GB 

- SSD 
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- State: ONLINE 

NODE: 07 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29deda10acba12f91ecba56ddcf 

- 414 GB 

- State: ONLINE 

... 

 

10. Register the disk to the cluster by issuing the mxServices -n <node_ID> -D 
<new_disk_ID> -o addStorage command, where <node_ID> is the ID of the node on 
which the new disk is being registered and <new_disk_ID> is the ID of the new disk. When 
prompted for confirmation to wipe any data on the disk, enter y. 
Per the output noted from step 9, in the following example, 01 is used for the <node_ID> and 00 
is used for the <disk_ID>. 

 

console:~$ mxServices -n 01 -D 00 -o add 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

WARNING: Any data left on the disk may be wiped. Confirm? (Y/N): y 

Starting disk addition process... 

Operation ID: op_001 

Please use op-status and node id to monitor the status of the disk addition. 

... 

Make a note of the operation ID in the command's output (bolded above), as you will need this to 
monitor the progress of the disk registration. 

 

11. Issue the op_status -n <node_ID> -i <operation_ID> command to monitor the 
status of the disk registration operation. 
When the progress status reaches 100%, the registration process has completed. In the following 
example, the operation ID is specified as op_001. 

 

$ op_status -n 01 -i op_001 

... 

Status: 30% 

0% |=============>------------------------------------| 100% 

... 

12. Once the disk addition operation completes, verify that the disk has been registered and its capacity 
added to the cluster. You can do this using the CLI or MxInsight. 

a) In the CLI, issue the mxServices -n <node_ID> -L command, where <node_ID> is the 
ID of the node on which the new disk was registered. 
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In the following example, 01 is used for the <node_ID>. The new disk is registered as DISK: 
05, its capacity is displayed, and its status is displayed as ONLINE (bolded in the output below). 

 

console:~$ mxServices -n 00 -L 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

NODE: 01 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29765eaf96add98621e0815b04a 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS0YJME 

- 698 GB 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BW240A4_CVDA514100052403GN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 04 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL330105UH480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

- DISK: 05 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS03N78 

- 698 GB 

- State: ONLINE 

b) In MxInsight, navigate to the Nodes screen and verify the operation has completed. The bottom 
half of the Nodes screen displays the progress of the disk addition. 

 

13. Log in to the vSphere host and verify that the new disk appears under the Storage tab. 
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Chapter 6 
Mirrored SSD Replacement Procedures 

This chapter provides procedures for the following scenarios: 

• Replacing a failed mirrored SSD 

• Replacing a mirrored SSD with a larger mirrored SSD 

For all-flash clusters, a mirrored SSD applies to the resource pool only. 
 
 

Replacing a Mirrored SSD 
 
 

 Caution: Do not power off the Maxta VM while a disk is in the FAILED state; the MaxtaVM will not 
power back on. 

 Important: The replacement disk must have the same or greater capacity than the failed disk. 

 Note: The mxServices command is provided with "short" and "long" optional parameters. The 
examples in the procedure below present the usage of the "short" parameters. See mxServices for 
complete details about the command and its available optional parameters. 

See Disk Replacement Scenarios on page 18 for additional information about what occurs during disk 
replacement. 

1. Verify the disk is in the FAILED state in MxInsight. 

2. Remove the failed disk from the node. 
 

3. Monitor the disk states and alerts in MxInsight. The disk state appears as FAILED and the disk alert 
appears as CLEANING_UP. 

4. When the disk state transitions to CAN_BE_REMOVED, install the new disk in the node. 
MxSP automatically detects new disks that have been physically added to the cluster's servers. 

 

5. In MxInsight, click Configuration > Nodes. 
The Nodes screen appears. 

 

6. From the Nodes screen, select the node on which you wish to add a disk. 

7. Click  (Add Disk). 

The Add Disk to Node <node IP> dialog box appears displaying available disks. 

8. Select the new disk from the list and click Add Disk. 
An RDM is created and attached to the Maxta controller VM on the ESXi host to which the new disk 
is added. 

 

9. SSH to the Maxta management VM and log in using the username console and password 
console. 

10. Identify the newly added disk by issuing the mxServices -n -L command. Optionally, provide the -n 
argument to specify the node from which you wish to list disks.
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The disk to be replaced displays as failed and the new disk displays as unregistered. Make note of 
the IDs for the node, disk to be replaced, and disk to be added. In the following example, the ID of 
the disk to be replaced is 06, the unregistered disk's ID is 00, and they reside on node 07 (bolded in 
the output below). 

 

console:~$ mxServices -n 07 -L 

NODE: 07 

  - DISK: 01 

    - naa-5000c5008ce944ca 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 02 

    - naa-5000c5008ce94127 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 03 

    - naa-5000c5008ce944aa 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 04 

    - naa-5000c5008ce948f6 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 05 

    - naa-55cd2e404c2654c2 

    - 745 GB 

    - Disk Type: SSD 

    - Disk Role: RESOURCE 

    - Unused Space: 254 GB 

    - State: ONLINE 

  - DISK: 06 

    - naa-55cd2e404c28950f 

    - 745 GB 

    - Disk Type: SSD 

    - Disk Role: RESOURCE 

    - Unused Space: 254 GB 

    - State: FAILED 

  - DISK: 07 

    - naa-5000c5008ce944dd 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - UNREGISTERED DISK: 00 

    - naa-55cd2e404c214dcb 

    - 745 GB 

    - SSD 

    - RESOURCE ONLY 

... 

Note: It can take several minutes for the newly added disk to display in the mxServices 
output. 
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11. Register the disk to the cluster by issuing the mxServices -n <node_ID> -d 
<failed_disk_ID> -D <new_disk_ID> -o replaceResource  command, where 
<node_ID> is the ID of the node on which the new disk is being registered, <failed_disk_ID> is the 
ID of the disk to be replaced, and <new_disk_ID> is the ID of the new disk. When prompted to continue 
with the disk replacement and for confirmation to wipe any data on the disk, enter y. 

12. Per the output noted from step 6, in the following example, 07 is used for the <node_ID>, 06 is used for 
the <failed_disk_ID>, and 00 is used for the <new_disk_ID>. 

 

console:~$ mxServices -n 07 -d 06 -D 00 -o replaceResource 

This operation will replace /dev/disk/by-id/scsi-355cd2e404c28950f with 

/dev/disk/by-id/scsi-355cd2e404c214dcb on this node. 

WARNING: Disk replacement is an irreversible process once started. Confirm? 

(Y/N):Y 

WARNING: Any data left on the new disk will be wiped. Confirm? (Y/N):Y 

Starting disk replacement process... 

Operation ID: op_004 

Please use op_status and node id to monitor the status of the disk 

replacement 

console:~$ op_status -n 07 -i op_004 -u 1 

op_004 

  OP:      SSD Replacement 

  Node:    07 

  Disk:    /dev/disk/by-id/scsi-355cd2e404c214dcb 

  Status:  Completed 

  Percent: 100% 

0% |============================================================>| 100% 

  Resource Disk Replacement completed successfully. 

Make a note of the operation ID in the command's output (bolded above), as you will need this to 
monitor the progress of the disk replacement. 

 

13. Issue the op_status -n <node_ID> -i <operation_ID> command to monitor the 
status of the disk replacement operation. 

When the progress status reaches 100%, the replacement process has completed. In the following 
example, the operation ID is specified as op_004. 

 

$ op_status -n 07 -i op_004 

... 

Status: 30% 

0% |=============>------------------------------------| 100% 

... 

14. Once the disk addition operation completes, verify that the disk has been registered and its capacity 
added to the cluster. You can do this using the CLI or MxInsight. 

a) In the CLI, issue the mxServices -n <node_ID> -L command, where <node_ID> is the 
ID of the node on which the new disk was replaced. 
In the following example, 07 is used for the <node_ID>. The new disk is registered as DISK: 
07, its capacity is displayed, and its status is displayed as ONLINE (bolded in the output below). 
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console:~$ mxServices -n 07 -L 

NODE: 07 

  - DISK: 01 

    - naa-5000c5008ce944ca 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 02 

    - naa-5000c5008ce94127 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 03 

    - naa-5000c5008ce944aa 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 04 

    - naa-5000c5008ce948f6 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 05 

    - naa-55cd2e404c2654c2 

    - 745 GB 

    - Disk Type: SSD 

    - Disk Role: RESOURCE 

    - Unused Space: 254 GB 

    - State: ONLINE 

  - DISK: 06 

    - naa-5000c5008ce944dd 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 07 

    - naa-55cd2e404c214dcb 

    - Disk Type: SSD 

    - Disk Role: RESOURCE 

    - Unused Space: 745 GB 

    - State: ONLINE 
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b) In MxInsight, navigate to the Manage Hosts screen and verify the operation has completed. The 
bottom half of the Manage Hosts screen displays the progress of the disk addition. 

 

c) Click Disk Detail Table and verify that the new disk appears under the node to which it was 
added (see Viewing Disk Information). 

 

15. Log in to the vSphere host and verify that the new disk appears under the Storage tab. 
 
 

Replacing a Mirrored SSD with a Higher Capacity Mirrored SSD 
 
 

Caution: Do not power off the Maxta VM while a disk is in the FAILED state; the MaxtaVM will not 
power back on. 

 

 Note: The mxServices command is provided with "short" and "long" optional parameters. The 
examples in the procedure below present the usage of the "short" parameters. See mxServices for 
complete details about the command and its available optional parameters. 

See Disk Replacement Scenarios on page 18 for additional information about what occurs during disk 
replacement. 

1. Remove the existing mirrored SSD from the node to induce a FAILED state in MxInsight. 
 

2. Monitor the disk states and alerts in MxInsight. The disk state appears as FAILED and the disk alert 
appears as CLEANING_UP. 

3. When the disk state transitions to CAN_BE_REMOVED, install the new disk in the node. 
MxSP automatically detects new disks that have been physically added to the cluster's servers. 

 

4. In MxInsight, click Configuration > Nodes. 
The Nodes screen appears. 

5. From the Nodes screen, select the node on which you wish to add a disk. 

6. Click  (Add Disk). 

The Add Disk to Node <node IP> dialog box appears displaying available disks. 

7. Select the new disk from the list and click Add Disk. 
An RDM is created and attached to the Maxta controller VM on the ESXi host to which the new disk 
is added. 

8. SSH to the Maxta management VM and log in using the username console and password 
console. 

9. Identify the newly added disk by issuing the mxServices -n -L command. Optionally, provide the -n 

argument to specify the node from which you wish to list disks. 

  

(Host Task Progress) to change Note: If host progress information is displayed, click 

the display to disk progress. 

Note: It can take several minutes for the newly added disk to display in the mxServices 
output. 
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The disk to be replaced displays as failed and the new disk displays as unregistered. Make note of 
the IDs for the node, disk to be replaced, and disk to be added. In the following example, the ID of 
the disk to be replaced is 06, the unregistered disk's ID is 00, and they reside on node 07 (bolded in 
the output below). 

 

console:~$ mxServices -n 07 -L 

NODE: 07 

  - DISK: 01 

    - naa-5000c5008ce944ca 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 02 

    - naa-5000c5008ce94127 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 03 

    - naa-5000c5008ce944aa 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 04 

    - naa-5000c5008ce948f6 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 05 

    - naa-55cd2e404c2654c2 

    - 745 GB 

    - Disk Type: SSD 

    - Disk Role: RESOURCE 

    - Unused Space: 254 GB 

    - State: ONLINE 

  - DISK: 06 

    - naa-55cd2e404c28950f 

    - 745 GB 

    - Disk Type: SSD 

    - Disk Role: RESOURCE 

    - Unused Space: 254 GB 

    - State: FAILED 

  - DISK: 07 

    - naa-5000c5008ce944dd 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - UNREGISTERED DISK: 00 

    - naa-55cd2e404c214dcb 

    - 745 GB 

    - SSD 

    - RESOURCE ONLY 
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10. Register the disk to the cluster by issuing the mxServices -n <node_ID> -d 
<failed_disk_ID> -D <new_disk_ID> -o replaceResource 

command, where <node_ID> is the ID of the node on which the new disk is being registered, 
<failed_disk_ID> is the ID of the disk to be replaced, and <new_disk_ID> is the ID of the 
new disk. When prompted to continue with the disk replacement and for confirmation to wipe any 
data on the disk, enter y. 
Per the output noted from step 6, in the following example, 07 is used for the <node_ID>, 06 is used 
for the <failed_disk_ID>, and 00 is used for the <new_disk_ID>. 

 

console:~$ mxServices -n 07 -d 06 -D 00 -o 

replaceResource 

This operation will replace /dev/disk/by-

id/scsi-355cd2e404c28950f with 

/dev/disk/by-id/scsi-355cd2e404c214dcb on 

this node. 

WARNING: Disk replacement is an irreversible 

process once started. Confirm? 

(Y/N):Y 

WARNING: Any data left on the new disk will 

be wiped. Confirm? (Y/N):Y 

Starting disk replacement process... 

Operation ID: op_004 

Please use op_status and node id to monitor 

the status of the disk replacement 

console:~$ op_status -n 07 -i op_004 -u 1 

op_004 

  OP:      SSD Replacement 

  Node:    07 

  Disk:    /dev/disk/by-id/scsi-

355cd2e404c214dcb 

  Status:  Completed 

  Percent: 100% 

0% 

|===========================================

=================>| 100% 

  Resource Disk Replacement completed successfully. 

Make a note of the operation ID in the command's output (bolded above), as you will need this to 
monitor the progress of the disk replacement. 

 

11. Issue the op_status -n <node_ID> -i <operation_ID> command to monitor the 
status of the disk replacement operation. 
When the progress status reaches 100%, the replacement process has completed. In the following 
example, the operation ID is specified as op_004. 

 

$ op_status -n 07 -i op_004 

... 

Status: 30% 

0% |=============>--------------------------

----------| 100% 

... 
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12. Once the disk addition operation completes, verify that the disk has been registered and its capacity 
added to the cluster. You can do this using the CLI or MxInsight. 

a) In the CLI, issue the mxServices -n <node_ID> -L command, where <node_ID> is the 
ID of the node on which the new disk was replaced. 
In the following example, 07 is used for the <node_ID>. The new disk is registered as DISK: 
07, its capacity is displayed, and its status is displayed as ONLINE (bolded in the output below). 

 

console:~$ mxServices -n 07 -L 

NODE: 07 

  - DISK: 01 

    - naa-5000c5008ce944ca 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 02 

    - naa-5000c5008ce94127 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 03 

    - naa-5000c5008ce944aa 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 04 

    - naa-5000c5008ce948f6 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 05 

    - naa-55cd2e404c2654c2 

    - 745 GB 

    - Disk Type: SSD 

    - Disk Role: RESOURCE 

    - Unused Space: 254 GB 

    - State: ONLINE 

  - DISK: 06 

    - naa-5000c5008ce944dd 

    - 931 GB 

    - Disk Type: HDD 

    - Disk Role: STORAGE 

    - State: ONLINE 

  - DISK: 07 

    - naa-55cd2e404c214dcb 

    - Disk Type: SSD 

    - Disk Role: RESOURCE 

    - Unused Space: 745 GB 

    - State: ONLINE 
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b) In MxInsight, navigate to the Manage Hosts screen and verify the operation has completed. The 
bottom half of the Manage Hosts screen displays the progress of the disk addition. 

 

c) Click Disk Detail Table and verify that the new disk appears under the node to which it was 
added (see Viewing Disk Information). 

 

13. Log in to the vSphere host and verify that the new disk appears under the Storage tab. If hot swap is 
not enabled on the server in which the new SSD is installed, the new SSD may not appear in vSphere. 
If this occurs, reboot the host. 

(Host Task Progress) to change Note: If host progress information is displayed, click 

the display to disk progress. 
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Chapter 7 
Replacing a Non-Mirrored SSD 

Replacing a failed non-mirrored SSD is identical to replacing a failed node. 
 

When a non-mirrored SSD fails, its corresponding node will enter the MISSING and then FAILED states; i.e., 
a failed non-mirrored SSD results in a node failure. The node must be removed from the cluster, the SSD 
physically replaced, and then the node added back to the cluster. 

See Disk Replacement Scenarios on page 18 for additional information about what occurs during disk 
replacement. 

During a node failure the node progresses through the following sequence of states: 
 

 

MISSING Indicates that a node failure has been detected by MxSP. 

FAILED • Indicates that 12 hours have elapsed since the node entered 
the MISSING state, or that the node has been forced into the 
FAILED state. 

• Data relocation from the failed node to a good node in the 
cluster commences. 

 

CLEANING UP Indicates that data relocation has completed, and the node 
is being prepared for removal (ZooKeeper cleanup, etc.). 
This occurs only after the omEjectNode command has 
been issued. 

 

CLEANUP DONE Indicates the node has been removed and you can proceed with 
the replacement. 

If a non-mirrored SSD has failed, you can either wait for the node to enter the FAILED state and proceed with 
the replacement procedure, or you can force the node into the FAILED state to expedite the replacement 
procedure. The following procedure describes forcing the node into the FAILED state. 

1. Eject the node from the cluster by issuing the omEjectNode -n <shortnodeID> -s -f 
command, where <shortnodeID> is the short ID of the node. 

 

Note: If you do not wish to force the node into the FAILED state, do NOT issue the omEjectNode 
command with the -f option. 

2. Once the host alert changes to CLEANUP_DONE, remove the failed SSD and install the new SSD. 
 

3. Verify that the new SSD is detected in vSphere. If hot swap is not enabled on the server in which the new 
SSD is installed, the new SSD may not appear in vSphere. If this occurs, reboot the host. 

 

4. In MxInsight, click Configuration > Nodes. 
The Nodes screen appears. 

Caution: Do not power off the Maxta VM while a disk is in the FAILED state; the MaxtaVM will not 
power back on. 

State Description 
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5. Click  (Add Node). 

The Add Node wizard appears. 

6. Enter the IP address of the new node and your ESX username and password. 

7. If Rack Awareness was configured during installation, select a rack ID from the Rack ID list box. 

8. Click Verify Node. 
MxSP checks if there is an instance of the Maxta VM on the node. A pre-existing Maxta VM can occur if 
the new node was previously part of a Maxta cluster and is being re-installed. 

• If no Maxta VM is found, the node addition is cleared to proceed. 

• If a Maxta VM is found, you are prompted to clean up the node. If the cleanup is successful, the node 
addition proceeds. If the cleanup fails, you are prompted to either reinstall ESX or contact Maxta 
Support. 

 

9. Select the Management Network and Storage Network for the new host, and then click Next. 

10. Select the disks you wish to include for the new host from the list of available disks. 

11. Click Add Node. 
The bottom half of the Nodes screen (Recent Tasks) displays the progress of the node addition. 

 

12. Once the node addition operation completes, verify that the node has been added to the cluster by 
confirming the newly added node appears on the Nodes screen. 



46  

Chapter 8 
Node Replacement Procedures 

Node replacement typically occurs because of a hardware failure or a need to upgrade performance. 

This chapter provides instructions on node replacement for the following: 

• Replacing due to a hardware failure 

• Replacing to upgrade hardware 

• Re-adding a node to a cluster; i.e., there are no hardware issues 
 
 

Replacing a Node due to Hardware Failure 
 
 

Note: See Node Replacement Scenarios on page 20 for information about what occurs during a 
node replacement procedure. 

During a node failure the node progresses through the following sequence of states: 
 

State Description 

MISSING Indicates that a node failure has been detected by MxSP. 

FAILED • Indicates that 12 hours have elapsed since the node 
entered the MISSING state, or that the node has been 
forced into the FAILED state. 

• Data relocation from the failed node to a good node in the 
cluster commences. 

 

CLEANING UP Indicates that data relocation has completed, and the node 
is being prepared for removal (ZooKeeper cleanup, etc.). 
This occurs only after the omEjectNode command has 
been issued. 

 

CLEANUP DONE Indicates the node has been removed and you can proceed 
with the replacement. 

You can either wait for the node to enter the FAILED state and proceed with the replacement procedure, 
or you can force the node into the FAILED state to expedite the replacement procedure. The following 
procedure describes forcing the node into the FAILED state. 

1. Eject the node from the cluster by issuing the omEjectNode -n <shortnodeID> -s -f 
command, where <shortnodeID> is the short ID of the node. 

 

2. Once the host alert changes to CLEANUP_DONE, remove the failed node. 

Note: If you do not wish to force the node into the FAILED state, do NOT issue the 
omEjectNode command with the -f option. 
Important: After installing the new node, add the new host to the Maxta cluster using 
vCenter. Refer to VMware documentation for information on how to add hosts using vCenter 
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3. Install the new node. 
 

4. In MxInsight, click Configuration > Nodes. 
The Nodes screen appears. 

5. Click  (Add Node). 

The Add Node wizard appears. 

6. Enter the IP address of the new node and your ESX username and password. 

7. If Rack Awareness was configured during installation, select a rack ID from the Rack ID list box. 

8. Click Verify Node. 
MxSP checks if there is an instance of the Maxta VM on the node. A pre-existing Maxta VM can 
occur if the new node was previously part of a Maxta cluster and is being re-installed. 

• If no Maxta VM is found, the node addition is cleared to proceed. 

• If a Maxta VM is found, you are prompted to clean up the node. If the cleanup is successful, 
the node addition proceeds. If the cleanup fails, you are prompted to either reinstall ESX or 
contact Maxta Support. 

 

9. Select the Management Network and Storage Network for the new host, and then click Next. 

10. Select the disks you wish to include for the new host from the list of available disks. 

11. Click Add Node. 
The bottom half of the Manage Nodes screen displays the progress of the node addition. 

 

12. Once the node addition operation completes, verify that the node has been added to the cluster by 
confirming the newly added node appears on the Nodes screen. 

 
 

Upgrading to a Higher Performance Node 
 
 

Note: See Node Replacement Scenarios on page 20 for information about what occurs during a 
node upgrade procedure. 

Nodes can be upgraded to higher performing models to increase the performance of your Maxta 
cluster. When upgrading a node, the original node must be forced into the FAILED state and then 
replaced, as described in the following procedure. 

1. Put the node into a “Missing” state by powering off the Maxta Controller VM.  

2. Force the node into the FAILED state to initiate data relocation by issuing the omEjectNode -n 
<shortnodeID> -s -f command, where <nodeID> is the short ID of the node. 

3. Once the host alert changes to CLEANUP_DONE, remove the old node. 
 

4. Install the new node. 

(http://www.vmware.com/support/pubs). Once you have completed this, proceed with the 
procedure below. 

Important: After installing the new node, add the new host to the Maxta cluster using 
vCenter. Refer to VMware documentation for information on how to add hosts using vCenter 
(http://www.vmware.com/support/pubs). Once you have completed this, proceed with the 
procedure below. 

http://www.vmware.com/support/pubs
http://www.vmware.com/support/pubs
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5. In MxInsight, click Configuration > Nodes. 
The Nodes screen appears. 

 

6. Click  (Add Node). 

The Add Node wizard appears. 

7. Enter the IP address of the new node and your ESX username and password. 

8. If Rack Awareness was configured during installation, select a rack ID from the Rack ID list box. 

9. Click Verify Node. 
MxSP checks if there is an instance of the Maxta VM on the node. A pre-existing Maxta VM can 
occur if the new node was previously part of a Maxta cluster and is being re-installed. 

• If no Maxta VM is found, the node addition is cleared to proceed. 

• If a Maxta VM is found, you are prompted to clean up the node. If the cleanup is successful, 
the node addition proceeds. If the cleanup fails, you are prompted to either reinstall ESX or 
contact Maxta Support. 

 

10. Select the Management Network and Storage Network for the new host, and then click Next. 

11. Select the disks you wish to include for the new host from the list of available disks. 

12. Click Add Node. 
The bottom half of the Manage Nodes screen displays the progress of the node addition. 

 

13. Once the node addition operation completes, verify that the node has been added to the cluster by 
confirming the newly added node appears on the Nodes screen. 

 
 

Adding a Failed Node Back to the Cluster 

If a node has entered the FAILED state, but there are no hardware issues that require physical 
replacement, that node can be added back to the Maxta cluster. 

If there is no hardware issue that requires a node replacement, but the node has entered the FAILED 
state, contact Maxta Support (see Support and Other Resources on page 54). Once the issue has been 
resolved, verify that the node has come back online. 

If the issue persists and the node does not return online, the node must be ejected and then added back 
to the cluster as follows: 

1. Eject the node from the cluster by issuing the omEjectNode -n <shortnodeID> -s 
command, where <shortnodeID> is the short ID of the node. 

2. Once the host alert changes to CLEANUP_DONE, in MxInsight, click Configuration > Nodes. 
The Nodes screen appears. 

 

3. Click  (Add Node). 
The Add Node wizard appears. 

4. Enter the IP address of the new node and your ESX username and password. 

5. If Rack Awareness was configured during installation, select a rack ID from the Rack ID list box. 
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6. Click Verify Node. 
MxSP checks if there is an instance of the Maxta VM on the node. A pre-existing Maxta VM can 
occur if the new node was previously part of a Maxta cluster and is being re-installed. 

• If no Maxta VM is found, the node addition is cleared to proceed. 

• If a Maxta VM is found, you are prompted to clean up the node. If the cleanup is successful, 
the node addition proceeds. If the cleanup fails, you are prompted to either reinstall ESX or 
contact Maxta Support. 

 

7. Select the Management Network and Storage Network for the new host, and then click Next. 

8. Select the disks you wish to include for the new host from the list of available disks. 

9. Click Add Node. 
The bottom half of the Manage Nodes screen displays the progress of the node addition. 

 

10. Once the node addition operation completes, verify that the node has been added to the cluster by 
confirming the newly added node appears on the Nodes screen. 



50  

Appendix A 
Adding New Disk Drives Using the CLI 

Disks can be added to your Maxta cluster using only the Maxta CLI. 

When adding a new disk, you must first create and attach an RDM file to the Maxta controller VM on the ESXi 
host to which you are adding the disk. Then you must register the disk to the cluster using the mxServices 
command. 

Disks can be added to increase storage and resources. The following procedure describes how to add a disk as 
storage. The procedure for adding a disk as a resource is identical to the procedure for adding a disk as storage, 
except in step 7, the -o option is issued as -o addResource. 

  Note: This procedure assumes that there is a slot available on your node to add the new disk.  

1. Log into the ESXi host. 
 

2. Verify that the new disk is recognized by the host by issuing the ls /vmfs/devices/disks command. 
Make a note of the disk's device ID. 

3. Create a new VMDK file. 

a) Issue the cd /vmfs/volumes/<local_datastore>/maxtadisks command, where 
<local_datastore> is the name of the datastore on which the Maxta controller VM was deployed, 
to list the existing vmdk files. Make a note of the file names; the vmdk file you create here must be 
named using the next sequential number. For example, if the last file name is MAXTA-
DISK_1001_2.vmdk then you must name the new file MAXTA-DISK_1001_3.vmdk. 

b) Issue the vmkfstools -z /vmfs.devices/disks/<device_ID> <file_name>.vmdk 
command, where <device_ID> is the ID of the new disk and <file_name> is the name of the new 
VMDK file. 

c) Issue the ls -l MAXTA-DISK_*[0-20].vmdk command and verify that the new vmdk file 
created above appears in the command's output. 

4. Attach the RDM to the Maxta controller VM on the ESXi host to which you are adding the new disk. 

a) In the vSphere web client, right-click the Maxta controller VM residing on the node to which the new 
disk and VMDK were added and then select Edit Settings. 

b) When prompted, click Yes. 

c) Select Existing Hard Disk and then click Add. 

d) Under Datastores, select the local datastore. 

e) Under Contents, select the maxtadisks folder and then select the newly created VMDK file, and click OK. 

f) Click OK. 
The VMDK file is attached to the Maxta controller VM. 

5. SSH to the Maxta management VM and log in using the username console and password console. 

Note: The mxServices command is provided with "short" and "long" optional parameters. The 
examples in the procedure below present the usage of the "short" parameters. See mxServices for 
complete details about the command and its available optional parameters. 
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6. Identify the newly added disk by issuing the mxServices -L command. Optionally, provide the -n argument to 
specify the node from which you wish to list disks. 

  Note: It can take several minutes for the newly added disk to display in the mxServices output.  

The new disk displays as unregistered. Make a note of the node ID on which the new disk appears as well 
as the new disk's ID. In the following example, the unregistered disk's ID is 00, and it resides on node 00 
(bolded in the output below). 

 

console:~$ mxServices -L 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

NODE: 00 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29765eaf96add98621e0815b04a 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS0YJME 

- 698 GB 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BW240A4_CVDA514100052403GN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 04 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL330105UH480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

- UNREGISTERED DISK: 00 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS03N78 

- 698 GB 

NODE: 01 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c2971efee85090d85a27017be756 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2CW240A3_CVCV4441013P240CGN 
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- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL3302023C480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

NODE: 02 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29deda10acba12f91ecba56ddcf 

- 414 GB 

- State: ONLINE 

... 

 

7. Register the disk to the cluster by issuing the mxServices -n <node_ID> -D <new_disk_ID> 
-o addStorage command, where <node_ID> is the ID of the node on which the new disk is being 
registered and <new_disk_ID> is the ID of the new disk. When prompted for confirmation to wipe any 
data on the disk, enter y. 
Per the output noted from step 6 on page 51, in the following example, 00 is used for the <node_ID> 
and the <disk_ID>. 

 

console:~$ mxServices -n 00 -D 00 -o add 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

WARNING: Any data left on the disk may be wiped. Confirm? (Y/N): y 

Starting disk addition process... 

Operation ID: op_001 

Please use op-status and node id to monitor the status of the disk addition. 

... 

8. Issue the op_status -i <operation_ID> command to monitor the status of the disk registration 
operation. 
When the progress status reaches 100%, the registration process has completed. 

 

$ op_status --i op_001 

... 

Status: 30% 

0% |=============>------------------------------------| 100% 

... 
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9. Verify that the disk has been registered and its capacity added to the cluster by issuing the mxServices 
-n <node_ID> -L command, where <node_ID> is the ID of the node on which the new disk was 
registered. 
In the following example, 00 is used for the <node_ID>. The new disk is registered as DISK: 05, its 
capacity is displayed, and its status is displayed as ONLINE (bolded in the output below). 

 

console:~$ mxServices -n 00 -L 

Warn Wed Jul 22 20:49:59.368 2015 main... 

... 

NODE: 00 

- DISK: 01 

- /dev/disk/by-id/scsi-36000c29765eaf96add98621e0815b04a 

- 414 GB 

- State: ONLINE 

- DISK: 02 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS0YJME 

- 698 GB 

- State: ONLINE 

- DISK: 03 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BW240A4_CVDA514100052403GN 

- 223 GB 

- SSD 

- State: ONLINE 

- DISK: 04 

- /dev/disk/by-id/scsi-1ATA_INTEL_SSDSC2BB480G4_BTWL330105UH480QGN 

- 447 GB 

- SSD 

- State: ONLINE 

- DISK: 05 

- /dev/disk/by-id/scsi-1ATA_ST9750420AS_6WS03N78 

- 698 GB 

- State: ONLINE 

 

For Metadev-enabled clusters, 5% of the total HDD capacity must be available in SSD. A minimum of 100GB of 

SSD must be available for read cache. If there is insufficient space, the disk addition fails. You can add a new 

SSD (using this procedure) to maintain the Metadev and read cache capacity requirements, and then re-

attempt the HDD addition. 
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Appendix B 
Support and Other Resources 

Maxta provides 24-hour technical support, seven days a week. Support services include, but are not limited to: 

• Setup and installation of the Maxta Storage Platform 

• Solution configuration and optimization of the Maxta Storage Platform 

• Root cause analysis 
 
 

Contact Us 

Contact us by email or by telephone. 
 

Note: When contacting Maxta Support by email, please provide the Maxta support log and both 
the Maxta support log file and VMware log file for Maxta issues with VMware. 

Email: support@maxta.com 

United States: 

• Toll free: 1-844-4-4MAXTA, Option 1 

• 1-669-228-2800, Option 1 

International: 

• UK: 020 3808 6615, Option 1 

• China: +86-10-58224468, Option 1 
 
 

Documentation Feedback 

Your feedback on product documentation is important to us. If you have any comments or suggestions for 
improvements, send your feedback to support@maxta.com. 

mailto:support@maxta.com
mailto:support@maxta.com
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Related Documents  
 

 

For information about... See... 

how the Maxta Storage Platform works The Maxta Storage Platform: An Overview 

installing the Maxta Storage Platform The Maxta Storage Platform Installation Guide 

using the MxInsight management 
interface 

The Maxta Storage Platform Administrator Guide 
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