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Chapter 1 
About the Maxta Storage Platform 

Maxta® Storage Platform (MxSP™) is a hypervisor-agnostic, software-only enterprise storage solution 
for virtualized environments providing VM-level storage abstraction and full integration into the server 
virtualization management scheme and user interface. MxSP is administered using the MxInsight web 
interface. MxInsight allows you to manage and monitor the performance of your storage resources. 

MxSP delivers shared storage by aggregating dispersed storage resources from multiple servers, eliminating 
the need for storage arrays (either SAN or NAS). It delivers VM-centric enterprise-class data services to support 
advanced capabilities such as live migration of virtual machines, dynamic load balancing, high availability, data 
protection, and disaster recovery. 

The MxSP architecture provides the ability to scale capacity and performance independently, on demand, 
without having to over-provision resources. 

The following illustrates how the Maxta Storage Platform fits into virtualized environments. 
 

 
Figure 1: Maxta Storage Platform Architecture 
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Chapter 2 
Maxta Storage Platform Software 

MxSP intelligently maps virtual machines to storage resources, optimizing the data layout for virtual workloads. 
MxSP leverages any combination of HDDs and SSDs on standard servers to deliver flash performance and hard 
disk capacity for all storage workloads in a virtualized environment. 

An instance of the MxSP software is installed on each of the servers that are part of the server virtualization 
cluster. MxSP creates a Maxta Global Namespace that all the virtual machines (that are part of the cluster) can 
access. The servers running an instance of MxSP can be of two types: 

• Converged compute/storage servers, which have access to the MxSP storage pool and contribute 
storage to the pool. 

• Compute-only servers, which have access to the MxSP storage pool, but do not contribute storage to the 
pool. 

There are three main components of MxSP: 

• Maxta Distributed File System (MFS) 
• Maxta Management Server 
• Maxta Object Manager 

 
 

Supported Cluster Configurations 
 

Maxta supports both hybrid deployments consisting of a mix of HDD and SSD/flash as well as all flash 
deployments leveraging only SSD/flash. 

• The hybrid deployment model leverages high-performing SSD for read cache, write journal, and 
metadata. Spinning disk is utilized for capacity storage. 

• The all flash deployment model supports configurations like hybrid, with a higher-performing SSD 
tier for write journal and a lower performing grade of SSDs for storage or a single type of SSD 
across all nodes in the cluster. 

Since all flash deployments utilize high-performing disks at every layer of the of the I/O path, there is no 
need to maintain read cache and metadata on a separate set of disks. That architecture is reserved for 
hybrid systems, wherein read I/O is accelerated by maintaining cache and metadata on the SSD. 

All-flash clusters differ from hybrid clusters in that: 

• the All-Flash option must be selected during installation. 
• only SSDs will be used. HDDs are ignored. 
• during installation, SSDs must be explicitly selected as Storage or Resource drives. 
• Metadev is not kept on resource drives, i.e., there is no Metadev partition in resource pools. 
• there is no read cache. 
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Maxta Distributed File System 

The Maxta Distributed File System (MFS) enables the creation of the Maxta global namespace, delivering 
high availability and scalability. 

An instance of MFS runs on each of the servers that are part of the virtualized Maxta cluster. MFS 
leverages highly available metadata and logic to synchronize the operations between the MFS instances 
and eliminates data inconsistency due to network failures while the servers are still running (where each 
server believes it is the only one running). 

 
Maxta Metadev and SSD Caching 

Maxta Metadev is a class of device in the Maxta file system, which stores only the file system metadata to 
accelerate read and write performance of metadata operations. 

MxSP uses a Shared Metadev format, wherein Metadev is created on SSDs that also host read/write-back 
cache partitions. In this way, costs are reduced by consolidating cache and Metadev onto the same SSD or 
flash device. 

Metadev is applicable to hybrid clusters. 

MxSP maximizes performance by using flash media in hybrid storage configurations for intent logs, read 
cache, and flash-accelerated metadata (Metadev). A best practice for MxSP deployments is to have two 
flash media devices (eMLC SSD or PCIe/NVMe flash) per node to support mirroring for failure scenarios. 
Maxta recommends that enough capacity be available in flash in order to support 100+ GB of intent log, 
100+ GB of read cache, and 5% of HDD capacity available in Metadev. These numbers double in 
environments where SSD mirroring is enabled. 

 

 
Maxta Intent Log 

The Maxta Intent Log (MxIL) resides on flash media and is the component of the Maxta File System 
primarily responsible for write transactions. 

MxIL resides in the resource pool and serves as a large intent log which absorbs latency spikes that would 
otherwise occur during write operations. This is achieved by creating less metadata during random writes 
for larger working sets. MxIL eliminates the need to read and modify metadata during writes since the 
data is kept on the flash devices. 

MxIL consumes 100 GB per node by default on the high-performing flash, but this amount is configurable 
and can be spread across up to four flash devices on each node. 

Data that is stored on MxIL is not compressed to improve latency for write operations; in-line 
compression occurs when data is de-staged to the storage pool. The large capacity intent log allows 
writes and overwrites of existing data to be kept in MxIL for longer without having to be flushed to the 
slower spinning disk. Additionally, Maxta has an option to mirror MxIL to provide redundancy and 
failover protection. 

Note: If you cannot meet the minimum Metadev SSD ratio requirements, MxSP installation will 
fail. 
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Maxta Management Server 

The Maxta Management Server is deployed as a service on the servers running an instance of MxSP 
allowing integration of the user interface into the virtualization user interface, as well as providing 
failover protection. 

In the Maxta cluster, the Maxta Management Server is active on one of the servers and is on standby on 
the others. It leverages RESTful APIs to assist in the administration and configuration of MxSP, which also 
provide the basis of delivering the integration of the user interface into the virtualization user interface. 
Additionally, in the event of a server failure, the Maxta Management Server automatically fails over to 
another server running an instance of MxSP. 

 
 

Maxta Object Manager 

Maxta Object Manager is the primary component responsible for data layout within a Maxta cluster. 

Object Manager determines which disks and nodes should be used to store data when first written to 
Maxta storage and how to rebalance the data based on capacity usage. It also handles data re-layout in 
case of disk or node failure or addition, or re-layout due to a service event such as replacing a node or 
disk, among other tasks. It immediately places new data on new storage (via node or disk addition) and 
rebalances old files to the new storage. Finally, Object Manager ensures that data placement abides to all 
VM or virtual disk storage policies, and restructures data as necessary when these policies change. 
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Chapter 3 
Maxta Data Services 

MxSP delivers an unlimited number of time, performance, and capacity-efficient zero-copy snapshots and 
clones. These snapshots and clones are configured and managed at the VM level rather than at the storage 
level. 

 
 

Zero-copy Snapshots 

Snapshots are read-only, point-in-time virtual copies of data which do not consume any capacity and do 
not require any upfront space reservation. 

MxSP leverages a log-based layout approach for data placement and metadata for mapping data blocks to 
their storage locations. Therefore, once updated, the new image of a data block is not stored in-place to 
the same storage location that contains the previous image of the data block. Instead, the new image of 
the data block is written to a new storage location, and the metadata is updated to reflect the change in 
the storage location of the data block. The creation of a snapshot is as simple as marking the current file 
metadata read-only. 

Snapshots can be created in less than one second, independent of the capacity of the source, and without 
impacting the performance of virtual machines. Snapshots can also be created even a VM’s replica data 
is not available due to an offline node. Once the node returns to an available state in the cluster, missed 
writes are replayed in-order to the node. Snapshots are reconstructed, and the node is once again fully re- 
synchronized. 

Maxta’s snapshots use a redirect-on-write methodology with no data movement. This enables snapshots 
to be deleted quickly and out of order since MFS simply deletes metadata which is no longer needed to 
reference the snapshot. Additionally, all snapshots on MxSP are crash consistent, providing the first layer 
of data protection without sacrificing performance or capacity. 

 
 

Application-Consistent Snapshots 

MxSP enables application consistent snapshots in environments that provide the appropriate tools for 
application consistent snapshots (e.g., VSS quiescing), ensuring that applications start from a consistent 
state when recovering a VM to a snapshot’s point-in-time. 

Snapshots can be taken through the Maxta UI, including the ability to select whether that snapshot 
should have application consistency. 

 
 

Snapshot Policy 

Maxta provides automated data protection using snapshot policies. 

Snapshot policies create Maxta’s zero-copy snapshots for a VM or set of VMs based on a schedule defined 
by you. Policies can be configured with a start date and optional end date, a frequency of daily, weekly, or 
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monthly, and a time interval during which snapshots will be taken on a customizable periodic basis. You 
can also define how long to retain the snapshots, based either on time or number of snapshots. 

Maxta’s zero-copy snapshots allow for an unlimited number of snapshots to be created and retained 
without any loss of performance or capacity. The snapshot policy provides data protection by creating a 
periodic checkpoint of VMs. A failed VM can be recovered from a snapshot which was taken by the policy 
at a time when the environment was in a working state. 

 
 

Zero-copy Clones 

Maxta’s zero-copy clones use the same methodology as Maxta’s snapshots with the difference being that 
clones are read/write virtual copies of the data. 

Once a data block is updated by a VM or a clone, the metadata for the respective VM or clone is updated 
to reflect the storage location of the new image while the metadata of all snapshots and clones of 
that VM or clone is kept unchanged. Clones do not consume any capacity unless data is modified, do 
not require any upfront space reservation, are created in less than one second, and do not impact the 
performance of virtual machines. You can take snapshots of clones and build out full snapshot/clone 
hierarchies with the ability to revert and power up VMs. 

 
 

Maxta and VAAI 

VMware’s vStorage API for Array Integration (VAAI) can be optionally installed on all nodes in the Maxta 
cluster. 

VAAI offloads certain storage tasks from the hypervisor directly onto the storage platform itself. In 
a Maxta environment, VAAI allows for clones to be created using MxSP’s zero-copy clones rather 
than the hypervisor’s native full clones. This means that cloning a powered off VM which has no 
VMware snapshots through the vSphere web client will create a Maxta clone. In VMware Horizon VDI 
environments, linked clone desktop pools will utilize Maxta clones leveraging VAAI technology. When 
installing MxSP with VAAI capabilities, a VIB is automatically deployed to each hypervisor in the Maxta 
cluster. This VIB is responsible for capturing incoming clone requests and passing them directly to MxSP 
when appropriate. With this functionality, Maxta can provide its time, performance, and capacity- 
efficient zero-copy clones in a variety of deployment scenarios. 

Maxta supports VAAI functionality of using native NFS snapshot technology to clone VMs. The following 
tables distinguish between the behaviors of the cloning operation when VAAI is enabled. 

 
Table 1: Cloning via vSphere Web Client 

 

Clone VM with VMware 
snapshot 

Clone VM without 
VMware snapshot 

Clone VM to a different 
datastore 

VMware full clone 

Maxta clone 

VMware full clone 

Cloning Operation Clone Type 
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Table 2: Desktop Pool Creation via Horizon View 
 

Linked clone using native 
NFS snapshots 

Linked clone without 
native NFS snapshots 

Maxta clone 

VMware linked clone 

Full virtual machines Maxta clone 

 

Compression and De-duplication 
 

The default compression algorithm utilized by MxSP can be toggled between options for lz4, gzip_opt, 
gzip_high, or disabled at the time of installation and can be modified upon the creation of any virtual disk. 
MxSP performs in-line compression of data and metadata when that data is de-staged from the resource 
to the storage pool. To improve the latency of write operations, the data which is stored in the write 
cache on flash is not compressed. Enabling compression generally improves storage efficiency, but it can 
come at the cost of higher CPU utilization. 

Maxta recommends the use of the lz4 algorithm to provide the optimal balance of compression ratio 
to CPU usage. The gzip_high algorithm will provide the highest compression ratio but will also result in 
greatest CPU utilization. The gzip_opt algorithm will provide better compression ratios than lz4 with a 
higher CPU usage. Finally, compression can be disabled for uncompressible workloads running on a virtual 
machine, such as backup or media files. 

In-line de-duplication can be enabled on the Maxta storage platform. By default, de-duplication is not 
enabled. You can see significant capacity savings with compression, thin provisioning, and capacity 
efficient snapshots and clones. 

 
 

Thin Provisioning 

Thin provisioning provides the ability to provision capacity several times larger than the amount of 
physical storage resources. 

Thin provisioning enables procuring incremental capacity on demand. MxSP allocates space on a per-page 
basis – if the page size for a VM is set to 4K, MxSP will only allocate 4K chunks of data. This minimizes any 
possible overprovisioning and maximizes the amount of capacity savings. Thin provisioning is enabled by 
default and does not require an upfront reservation of capacity. 

Cloning Operation Clone Type 
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Chapter 4 
Data Availability and Resiliency 

Maxta provides reliability and high availability for data, ensuring that all the data in the cluster is protected 
against error and failure. Strong checksums protect against silent corruption of data that may have been 
introduced during transmission or storage. Automated recovery ensures that the Maxta cluster does not 
experience downtime due to any single point of failure. 

 
 

Data Integrity 

MxSP uses strong checksum algorithms to prevent against silent data corruption in a virtualized 
infrastructure. 

Data corruption can be introduced when trying to write a data set to disk, but the disk returns a different 
data set. Another form of data corruption comes from misdirected writes, when data is supposed to be 
written to a sector but is instead written to a different sector of the disk. 
While not particularly common, these errors do occur, especially with the ever-increasing amount of data 
being written in modern datacenters. 

Maxta protects against these data corruption scenarios by performing checksums at multiple points in 
the data path. Data integrity is checked whenever the data is stored to the resource or storage pools, 
whether that be in MxIL, read cache, or metadev on flash, or when data has been de-staged to the 
storage pool, and anytime the data is sent across the network. Checksums are validated each time data is 
read. If an error is found, MxSP repairs and recovers the data by patching it with the correct data from an 
available replica copy. 

All the underlying blocks of the Maxta storage pool are maintained in a tree structure. To address both 
the goals validate the data within a block and validate the block itself the checksum of each block is 
stored in the parent block and not in the block itself. Every block in the tree contains the checksums for 
all its children. The root block is handled slightly differently. This is because the root block does not have a 
parent to store the checksum information. The root block is written (replicated) across various devices in 
the pool providing the redundancy for the root block. 

When the data and checksum disagree, MFS knows that the checksum can be trusted because the 
checksum itself is part of some other block that's one level higher in the tree, and that block has already 
been validated. With this approach the entire pool validates itself, and MxSP can detect and correct silent 
data corruption. 

 
 

Maxta Storage Platform Data Layout 

MxSP optimizes the data layout for the typically random read/write operations of virtual workloads using 
a log-based layout approach. 

The layout is like log-structured file system layouts. Highly available metadev is maintained for mapping 
data blocks to their storage locations. MxSP leverages the resource pool for both read and write-back 
caching, where writes are written to the resource pool in a sequential manner and replicated 
synchronously the second server for data availability. These writes are later de-staged to the storage pool 
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in a sequential manner. I/O performance and SSD endurance are maximized by performing writes to both 
storage and resource pools in a sequential manner. 

MxSP optimizes the mapping of VMs to storage resources. Under normal operation, reads and writes 
are served by the server hosting the VM. MxSP maximizes the probability that a VM's data is read from 
the local node's cache, eliminating the network round-trip latency associated with distributed storage 
systems. 

MFS organizes data to maintain an optimal balance of data across all nodes and disk in the cluster. This is 
achieved by striping and mirroring data across the network, and by proactively rebalancing capacity usage 
across nodes in the cluster. 

 
Striping and Mirroring 

MxSP both stripes and mirrors (replicates) data to create data redundancy and maintain data availability 
during hardware failures and when data management policies are modified. 

MxSP always stripes data horizontally (stripe across all nodes in the cluster). MxSP allows you the choice 
to stripe data horizontally (stripe across all nodes in the cluster) or stripe data vertically (stripe within a 
single node). Data is then mirrored to retain availability. 

Horizontal striping is implemented during VM creation. The mirroring policy is also set during VM creation 
and can be changed anytime using the Modify Disk Policy wizard, 

 

 

 
Implementing horizontal or vertical striping is dependent on many factors. Generally, Maxta recommends 
keeping horizontal striping enabled (default action by MxSP) as it provides more data redundancy and 
availability. However, you may disable striping depending on your specific use case. 

 
Horizontal Striping 
Horizontal striping (striping data across all nodes in the cluster) is implemented during VM creation. 
Horizontal striping is also referred to as striping enabled. If striping is enabled, Maxta stripes data as 
widely as possible (maximum of eight stripes) across the nodes in the cluster. Each stripe is 1MB of data. 
The data stripes are then aggregated into logical stripe sets. Each stripe set is then written to disks and 
nodes across the cluster as a member and its replica. 

 

The following diagram illustrates a striping-enabled cluster where: 

• Three stripe sets are mirrored, creating a member and its replica. For example, stripe set A1 has a 
member A1-r1 and a replica A1-r2. 

• File A has six members and replicas (A1-r1, A2-r1, A3-r1, A1-r2, A2-r2, A3-r2) striped across HDDs in 
nodes X, Y, and Z. 

• Striping and mirroring occur across nodes. 

Note: The number of replicas cannot be modified for a VM that is a clone or has dependent clones 
or snapshots since the new policy would affect the data layout of all parent and/or child objects. 

Note: The data moves associated with changes to data management policies can increase the 
used capacity of the cluster during the transition time when those policies are being implemented. 
For example, increasing the mirroring from 2-way to 3-way results in an approximate 50% increase 
of used capacity. Ensure that you have sufficient storage space prior to changing any data handling 
policies. 

Note: The following diagram and example describe a hybrid cluster. For an all-flash cluster, 
instances of SSD would be replaced with Resource SSD and instances of HDD would be replaced 
with Storage SSD. 
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Figure 2: Data Striping Example 

 
Vertical Striping 
Horizontal striping can be optionally disabled. If disabled, then vertical striping is implemented. With 
vertical striping, data is first mirrored across nodes and then striped across disks within each node. The 
number of members in a vertically striped environment is equal to the number of available disks on that 
node. 

 

In the following diagram: 

• File A is mirrored on HDDs in nodes X and Y. 
• Members (A1-r1, A2-r1) and their respective replicas (A1-r2, A2-r2) are striped on each node. 

 

Figure 3: Data Mirroring Example 

 
Data Relocation and Reconstruction 

When hardware is replaced, or changes to data management policies are made, data is either relocated or 
reconstructed by the Maxta Object Manager. Object Manager is the primary component responsible for 
data layout within a Maxta cluster. 

Generally, data relocation is implemented for small data moves. For example, data relocation may occur 
when a disk is replaced due to disk failure or if there is a capacity imbalance in the cluster. Data relocation 
is simply moving an individual member to a new disk or storage pool. Conversely, data reconstruction 
is used for large data moves when new nodes or disks are added to the cluster, and when changes are 
made to mirroring policies. The data reconstruction process involves a file re-layout to meet the new 
parameters set by the change in environment. 

 

Note: The following diagram and example describe a hybrid cluster. For an all-flash cluster, 
instances of SSD would be replaced with Resource SSD and instances of HDD would be replaced 
with Storage SSD. 

Note: The data moves associated with changes to data management policies can increase the 
used capacity of the cluster during the transition time when those policies are being implemented. 
For example, increasing the mirroring from 2-way to 3-way results in an approximate 50% increase 
of used capacity. Ensure that you have sufficient storage space prior to changing any data handling 
policies. 
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Data Relocation 
As noted earlier, data relocation occurs when small data moves are required, such as during disk 
replacement due to failure, and if capacity imbalance is detected in the cluster. During data relocation, 
data is moved while a disk is being replaced and when data is moved to other destination pools. For 
example, during disk replacement due to failure, Object Manager rebuilds data from the failed disk onto a 
copy, which is co-located on a good disk. I/O is uninterrupted to the co-located copy. When a new disk is 
added, Object Manager treats the new disk as unused capacity and takes measures to rebalance the data 
across the cluster. The following scenario is shown in the figure below: 

 

• File A has three members (A1-r1, A2-r1, A3-r1) and three replicas (A1-r2, A2-r2, A3-r2) striped across 
HDDs in nodes X, Y, and Z. 

• There is a drive failure on node Z, and the failed disk is replaced. 
 

Figure 4: Data Relocation 

Data relocation for the disk failure replacement scenario above occurs as follows: 

1. On node Z, the drive containing replica A2-r2 has failed. Object Manager rebuilds the data from A2-r1 
onto a co-located copy (A2-r2) on the same drive containing A3-r1. 

2. A new drive is installed on the same node where the previous drive failed. There is an imbalance 
in capacity usage per disk in the cluster. Object Manager moves data from the overutilized disk 
containing A3-r1 and A2-r2 to the newly added disk. In the diagram above, A2-r2 is moved to the new 
disk. 

Note: The mirroring policy can only be changed for VMs that have not clones, and VMs that are 
not clones. 

Note: The following diagram and example describe a hybrid cluster. For an all-flash cluster, 
instances of SSD would be replaced with Resource SSD and instances of HDD would be replaced 
with Storage SSD. 
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3. Once the resync between A2-r2 on the overutilized disk and A2-r2 on the new disk has completed, the 
copy of A2-r2 on the overutilized disk is removed by Maxta Object Manager. 

What would happen if the disk was not replaced, or if instead of a single drive replacement, multiple disks 
are added to increase the capacity of the cluster? 

• If the disk is not replaced, the copy of A2-r2 remains on the same drive containing A3- r1 with no 
adverse effects. 

• If a new disk is added to node X, if a new node is added to the cluster, or if additional capacity is added 
to each node in the cluster, MxSP then rebalances all data across the nodes to ensure that data is 
striped as widely as possible across the nodes. 

 
Data Reconstruction 
Data reconstruction requires the availability of additional capacity, at least equal to the capacity 
used by the original data layout configuration (VMDK or vDisk) plus, at least, the capacity for the 
new configuration, to maintain undisrupted service while data is migrated from the original 
configuration to the new configuration. For example, if your original configuration is 2TB and you are 
increasing from two to three replica copies, your new configuration will require 3TB of capacity. During 
reconstruction, you will need at least 5TB of capacity to support the increase in replica copies. Once 
reconstruction completes, the 2TB from the original configuration is freed. 

 

 

 
As noted earlier, data reconstruction is implemented during large data moves when new nodes and disks 
are added to the cluster, and when changes to mirroring policies are made. The figure below depicts the 
following scenario: 

• There are six HDDs and two replica copies (originally), meaning there are three stripe sets. 
• File A has six members and replicas (A1-r1, A1-r2, A2-r1, A2-r2, A3-r1, A3-r2) striped across nodes X, Y, 

and Z—the original configuration consists of three stripes (A1, A2, A3) with 2-way mirroring (-r1, -r2). 
• The mirroring policy for a cluster containing nodes X, Y, and Z has been changed from 2-way mirroring 

to 3-way mirroring. 
• Because no additional disks have been added, the stripe width decreases from three to two. 
• Due to the large amount of data to be re-mirrored, the data is reconstructed rather than relocated. 

Note: The following diagram and example describe a hybrid cluster. For an all-flash cluster, 
instances of SSD would be replaced with Resource SSD and instances of HDD would be replaced 
with Storage SSD. 

Note: Data reconstruction is capacity intensive. Object Manager limits how concurrent 
reconstructs can take place and avoids pushing storage pools above 75% utilization. If data 
reconstruction cannot be achieved due to a lack of capacity, then Object Manager will delay the 
migration until more storage becomes available. 
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Figure 5: Data Reconstruction 

Data reconstruction occurs as follows: 

1. Maxta Object Manager creates the new data configuration and begins rebuilding the data. 

2. In the new configuration, file A is restriped and mirrored across nodes X, Y, and Z. Stripe width 
decreases from three to two. 

3. I/O continues on the original configuration while data is synced between the original and new 
configurations. While data is syncing, the new configuration is marked as stale. 

4. Once the data sync has completed, Maxta Object Manager transfers all I/O to the new configuration 
and removes the original configuration. 

 
Removing Objects and Deleting Objects from Disk 

In MxSP, objects can be removed and deleted. Object removal and object deletion have different 
meanings. This topic discusses what happens when objects are removed and deleted. 

Object removal and object deletion are defined as follows: 

• Object removal - The object is removed from the MxInsight inventory. The object's data still exists on 
disk. 

• Object deletion - The object and its data are deleted from disk, thereby freeing disk space. 

Maxta's capacity-efficient zero-copy snapshot and cloning technology do not require any up-front 
capacity reservation. The snapshots and clones do not consume any space on creation since child objects 
maintain references to the metadata of their parent VM. Due to the up-front capacity savings, deleting 
a parent object may not result in freed space since the parent's data must be available for the child to 
reference. 
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Deleting from a VM/Snapshot Hierarchy 
The following figure displays a VM/snapshot hierarchy: 

 

 
 

In this VM/snapshot hierarchy: 

• If you choose the default option to delete virtual machine VM-1 and its snapshots, VM-1 and 
snapshots S1-S4 are deleted, and VM-1's capacity is reclaimed. 

• If you opt to delete only VM-1 and leave its snapshots, VM-1 is only removed from inventory. Since 
the remaining snapshots refer to VM-1, capacity is not reclaimed. To reclaim VM-1's space and remove 
the snapshots, all snapshots must be deleted. 

 
Deleting from a VM/Snapshot/Clone Hierarchy 
The following figure displays a VM/snapshot/clone hierarchy: 

 

When deleting a parent object: 

• If you choose the default option to delete virtual machine VM-1 and its snapshots, VM-1 and 
snapshots S1-S4, are removed from MxInsight's inventory. However, capacity is not reclaimed since 
clone C1 refers to VM-1. Since Maxta snapshots do not take up any space on creation, no space is 
freed when deleting the snapshots. Capacity can be freed by deleting clone C1, thereby enabling MxSP 
to delete the parent object, VM-1. 

• If you opt to delete only VM-1 and leave its snapshots, VM-1 is only removed from the MxInsight 
inventory. Snapshots S1-S4 and clone C1 are retained in MxInsight's inventory. Capacity is not 
reclaimed since clone C1 and snapshots S1-S4 refer to VM-1. Capacity can be freed by deleting clone 
C1, thereby deleting any data that was associated with clone C1. 

Additional capacity can be freed by deleting clone C1 and snapshots S1-S4, thereby enabling MxSP to 
delete the parent object, VM-1. 
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When deleting a child object: 
• Any of the snapshots, S1-S4, can be deleted. However, since Maxta snapshots do not take up any 

space on creation, no space is freed when deleting the snapshots. The deleted snapshot is removed 
from MxInsight's inventory. 

• Capacity can be freed by deleting clone C1, thereby deleting any data that was associated with clone 
C1. 
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Chapter 5 
Maxta Rack Awareness 

Maxta Rack Awareness expands the default Maxta cluster failure domain from a drive or server to a site, rack, 
or datacenter. With rack awareness, data availability and application uptime are preserved when a drive, 
server, site, rack, or datacenter fails. 

A cluster with rack awareness delivers the following benefits: 

• Workload mobility 
• Cross-site automated load balancing 
• Continuous data availability across data centers (Recovery Point Objective = 0) 

The technology can be adopted to provide continuous availability between racks within a data center, across 
buildings within a campus, or across datacenters spanning different cities. 

Rack Awareness is enabled during installation and can be configured on a per-VM basis during VM creation 
(using the Rack Awareness option). The key requirements to support Maxta Rack Awareness are: 

• Exactly three sites, racks, or datacenters. 
• A maximum latency of 5 milliseconds round-trip time (RTT) across all sites, racks, or datacenters. 

 

In environments where Maxta Rack Awareness is enabled, ZooKeeper is used to maintain a quorum across 
racks. Note: Rack Awareness requires exactly three racks/sites. In a Rack Awareness-enabled environment 
with three racks and five or more nodes, racks must have at least two nodes. If a node or a rack failure results 
in a violation of this constraint, the cluster will continue to run, but in a degraded protection state. 
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Rack Awareness Considerations when Creating Virtual Machines 
 

If Maxta Rack Awareness is enabled during installation, all VMs created thereafter will have Rack 
Awareness enabled. 

If Rack Awareness is enabled, but you wish to create non-rack aware VMs, MxInsight provides the option 
to disable Rack Awareness during VM creation. It is important to note that if Rack Awareness is enabled, 
but you wish to create non-rack aware VMs, the number of nodes per rack ID must be equal to the 
number of replicas of the created VM. 
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Chapter 6 

MxInsight Management Interface 

The MxInsight management interface is the web-based administration interface for MxSP. 

MxInsight can be accessed in two ways, as a single pane of glass integrated into the hypervisor’s virtualization 
user interface or as its own webpage. MxInsight allows you to manage your Maxta cluster's storage resources, 
as well as monitor your cluster's performance and health. MxInsight provides real-time and historical data and 
provides the capability to create and manage virtual machines, snapshots, and policies, as well as manage the 
Maxta cluster's hosts and disks. 

MxInsight provides visibility at VM-level granularity, with no need to manage LUNs or other storage constructs. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 6: The MxInsight Management Interface 
 

The following web browsers are supported by Maxta: 

• Internet Explorer 11 
• Chrome 46 
• Firefox 42 
• Safari 7 
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Appendix A 

Support and Resources 

Maxta provides 24-hour technical support, seven days a week. Support services include, but are not limited to: 

• Setup and installation of the Maxta Storage Platform 
• Solution configuration and optimization of the Maxta Storage Platform 
• Root cause analysis 

 
 

Contact Us 

Contact us by email or by telephone. 

Email: support@maxta.com 

United States: 

• Toll free: 1-844-4-4MAXTA, Option 1 
• 1-669-228-2800, Option 1 

International: 

• UK: 020 3808 6615, Option 1 
• China: +86-10-58224468, Option 1 

 
 

Documentation Feedback 

Your feedback on product documentation is important to us. If you have any comments or suggestions for 
improvements, send your feedback to support@maxta.com. 

Note: When contacting Maxta Support by email, please provide the Maxta support log, and both 
the Maxta support log file and VMware log file for Maxta issues with VMware. 

mailto:support@maxta.com
mailto:support@maxta.com
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Related Documents  
 
 

 

installing the Maxta Storage Platform The Maxta Storage Platform Installation Guide 

using the MxInsight management 
interface 

adding and replacing hardware to your 
Maxta cluster 

The Maxta Storage Platform Administrator Guide 

The Maxta Storage Platform Service Guide 

For information about... See... 



24  

Revision History  
 
 

Part Number Publication Date Description 

C-MX-CG-VMW-332-01 March 2018 Updated for version 3.3.2 and copyedits. 

C-MX-CG-VMW-331-01 October 2017 The first release of this document to support MxSP 
version 3.3.1. 
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